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1

Introduction

Vironix is a telehealth monitoring company interested in providing at-home diagnostic
tools to help inform patient decisions. It has developed CovidX [1], an app that uses
machine learning to help patients decide whether they need hospital care or can stay
at home to recover. CovidX can advise patients on whether they have a severe or
non-severe presentation of Covid-19. CovidX also carries out remote screening to
recommend to patients what further action they should take, such as whether they
should seek further medical attention, take a Covid-19 test or simply stay at home
and minimise contact with others.
Vironix is interested in developing similar products for several diﬀerent conditions
where severe presentations are common and at-home self-diagnosis is diﬃcult. To
do this, it trains various machine learning classifiers, requiring patient profiles, to
classify the severity of a patients’ influenza illness. Vironix generates patient profiles
from data available from past clinical studies. The eﬃcacy of this approach has been
shown already on Covid-19 [1].
In this project, we further develop these techniques and apply them to influenza.
We will extend the work done by Vironix by considering diﬀerent generation methods
for creating patient profiles. Additionally, we will consider a new dataset that contains
the full patient profile information for which we will simulate this procedure and then
backtest the models on the real patient case data. This will give us a more realistic
insight into the real world performance of this approach.

1.1

Outline

Through this report, we aim to generate patient profiles for patients with influenza
and develop a machine learning model to predict the illness severity in these patients.
To this end, in Section 2, we introduce the influenza virus. In Section 3, we discuss
various methods to generate patient profiles. Then, we train various machine learning
models on the diﬀerent generated data in Section 4 and test these methods with a
real data set in Section 5. In Section 6 we conclude and discuss future developments
for the work discussed.

2

Influenza

The World Health Organisation (WHO) defines seasonal influenza as an acute respiratory infection caused by influenza viruses which circulate in all parts of the world [2].
There are 4 diﬀerent types of seasonal influenza, A, B, C, and D. Types A and B
circulate in the community and cause seasonal epidemics. Type C is rare and only
causes a mild illness and type D primarily aﬀects cattle. For these reasons, we will
focus on types A and B.
Influenza A is split into subtypes according to two proteins present on the surface
of the virus; hemagglutinin (H) and neuraminidase (N). Current subtypes in circulation are influenza A (H1N1) and (H3N2). Influenza B is categorised by lineages. At
1

Figure 1: Partial table with patient demographics and clinical characteristic of 511
influenza patients in India between September 2009 and January 2011 [3].
present, influenza B/Yamagata and B/Victoria lineages are in circulation.
Many people will be familiar with the symptoms of a cough, headache, fever,
muscle or joint pain, and sore throat. Fortunately, many people suﬀering with
influenza will have a mild illness and recover without hospitalisation, although some
cases can be severe, especially in high-risk patients such as the elderly and very
young. According to the WHO, each year there are 3-5 million cases worldwide of
severe illness due to seasonal influenza and this causes between 290,000 and 650,000
respiratory deaths.
As the recent coronavirus pandemic has taught us, viruses spread by transmission through virus-infected droplets in the air and on surfaces. Transmission can
be reduced by covering one’s nose and mouth and washing one’s hand regularly.
Current treatments for non-severe cases focus on treating symptoms. For more
severe presentations of influenza illness, patients can receive anti-viral drugs such
as a neuraminidase inhibitor. Vaccines are widely available for seasonal influenza and
are recommended annually to high-risk members of the community.
Influenza is a virus that can cause epidemics that threaten to overwhelm healthcare systems. Reliable at-home diagnosis is needed to relieve unnecessary strain on
healthcare services, to reduce patient stress and minimise transmission by staying at
home when appropriate, to recover from illness. We hope the work presented in this
project will provide at-home recommendations to patients based on their vital signs
and patient data.

2.1

Literature review

We need patient data in order to train a machine learning model. As full patient
profiles are not readily available, we turn to influenza studies. The data available to
us primarily comes in the form of clinical characteristic tables. A snapshot of one of
these tables can be seen in Figure 1.
2

The data we will use comes from three studies: In [3], the authors study 511
patients with severe and non-severe influenza A (H1N1) in the Saurashtra Region of
India between September 2009 and January 2011; In [4], the authors publish clinical
characteristic tables for influenza A with severe and non-severe cases, following a
retrospective observational study of 404 patients from 13 hospitals in Zhejiang, China
between August 2017 and May 2018; And finally in [5], the authors look at influenza A
and B and the severity of the two types of influenza in 15 U.S. states for 3,621 patients
between October 2010 and April 2011. The data from these studies is presented in
Appendix A.
We will assume that we can combine these three studies harmoniously to create
patient profiles. This means combining data from both influenza A and B. Previously,
researchers believed there was a diﬀerence between the severity of these two types of
seasonal influenza. However, Su et al. show that there is no statistical diﬀerence
between the severity of the two types of influenza [6]. Therefore, when studying
the severity of influenza illness, it is reasonable to combine data on type A and B
influenza.
As well as influenza studies, we will also require information regarding the relationships between diﬀerent clinical characteristics, in order to create realistic patient
profiles. This data can be found in Appendix A.1 and came from a variety of sources
including the UK NHS [7], Diabetes UK [8], and the US CDC [9, 10].

3

Generation of patient profiles

In order to train machine learning models, we need data. However, we only have access
to statistical tables such as Figure 1. Our goal will be to use this information, along
with additional medical domain knowledge about more standard features correlations,
to generate realistic patient profiles from which we can train models.

3.1

Combining data

Fortunately, there are multiple studies introduced in Section 2.1 that contain useful
data on influenza patients. We seek data from multiple sources to improve the
robustness of our final model. Each source studies a relatively small sample of patients
and so combining these increases our sample size. It also increases the number of
features for which we have data, since diﬀerent studies record diﬀerent symptoms
and comorbidities.
We must be careful when combining data from diﬀerent sources as the definition
of influenza, severity and even characteristics can diﬀer. As explained above, for this
project we will not distinguish between diﬀerent types of influenza (A and B) nor
between diﬀerent subtypes or lineages.
Unfortunately, diﬀerent studies classify the severity of illness in diﬀerent ways.
Some say a patient has a severe case of influenza when they are admitted to an ICU
or have died, others determine severity using severity of pneumonia. Chudasama et
al. [3] and Chaves et al. [5] define a severe case of influenza as when a patient is
3

admitted to ICU or dies in hospital. While Zou et al. [4] define a severe case of
influenza as when a patient has severe pneumonia. They use the definition of pneumonia from the American Thoracic Society/Infectious Diseases Society of America
(ATS/IDSA) guideline [11]. Patients with pneumonia who did not meet these criteria
were classified as mild-to-moderate pneumonia. The criteria for a severe classification
include invasive mechanical ventilation, which is often associated with ICU admission.
All three papers only consider patients hospitalised with confirmed influenza.
This, as well as the similarities between ICU admission and the definition of severe
pneumonia used by Zou et al. mean we will combine these three studies, despite the
discrepancy between definitions of illness severity.
As well as the definition of severity, patient characteristics can be recorded differently. Fortunately, for the most part, characteristics are consistent between papers, both comorbidities such as diabetes and chronic obstructive pulmonary disease
(COPD) and symptoms such as cough and shortness of breath. A key diﬀerence
however is, the age groupings that the studies use. Given the data available, we will
use just one study to calculate the conditional probabilities for the age characteristics.
This data has the most detailed age groups. See Appendix A for the full raw data
and Appendix A.1 for details on how characteristic inconsistencies were handled.
In order to incorporate data from more than one study, we will use a weighted
average. We will keep the severe and non-severe cases separate, as some of the sources
have varying numbers of patients for each case. To calculate the weighted average for
a characteristic, we use the following formulae1 :
N1 C1,severe + N2 C2,severe
,
N1 + N2
N1 C1,non severe + N2 C2,non severe
,
N1 + N2

(1)

where Ni is the number of patients in data set i and Ci,severity is the proportion of
patients in the data set i with severity label severity who have characteristic C.
For example, for diabetes mellitus (recorded in Tables A.1 and A.2), the weighted
average for non-severe cases of influenza will be
0.109 ⇥ 404 + 0.102 ⇥ 511
= 0.105.
(2)
404 + 511
Other features are recorded in the influenza papers, such as leukocyte count,
lymphocyte count and haemoglobin levels. These would aid our machine learning
algorithm as these are non-binary features but they are unable to be recorded at
home so are not valuable to Vironix. Adding these features to improve classification
accuracy would downgrade the value of the model because users are required to enter
their profile information from home. Having all of these measurements is unrealistic
and unhelpful to Vironix.
1

Upon writing this report, I realised that there is an alternative method to calculate the weighted
average. Due to the disparity between the number of patients classified as severe and non-severe
in each paper, an alternative method would be to use Ni,severity , rather than only Ni . That is, to
weight using only the number of patients in data set i with severity label severity. This would have
implications for further analysis, so for consistency we will consider the formulae in (1).

4

Figure 2: Distribution of severity of influenza illness.

3.2

Computing the marginals

Once all three papers have been combined, we can calculate the resulting marginal
distributions, conditional upon severity, for each characteristic. We can interpret
these statistics as the probability of a certain characteristic, given the severity of
a patient’s disease. That is, the marginal probability conditional on the patient’s
severity,
P(characteristic|severity).

(3)

As we can see from Figure 1, 24.3% of patients with severe influenza were aged under
15 years old and thus we can assume that P(age < 15|severe) = 0.243.
These can be found in Appendix B. In Figure 2, we can see the distribution of
severe and non-severe cases. In Figure 3, we illustrate the marginal distributions,
conditional on severity, for a few patient characteristics. We see that the patients
in the severe and non-severe categories are relatively similar. Patients tend to be
more likely to have comorbidities and various symptoms in the severe category, as
expected, but the diﬀerence between the two severities is quite small. This will have
consequences for our work on classification in Section 4.

3.3

Relationships between characteristics

For this project, we will assume that symptoms associated with a presentation of
influenza are all independent. However, this is unrealistic for all comorbidities. One
clear example is that there is a strong correlation between age and smoking that is
not captured by the statistical table data.
However, as well as the marginal distributions, we have external data on clinical
relationships between characteristics. These describe the relationship between age
and comorbidities and include smoking, COPD, diabetes, and morbid obesity status.
This additional data, shown in Appendix A.1, dictates that children do not smoke,
nor do they have COPD, diabetes or morbid obesity. If we treat all comorbidities
as independent, we will end up generating patient profiles with patients aged 0-14
who smoke. These patient profiles are certainly unrealistic. In the next section we
will explore this independence assumption further, discussing various methods for
accounting for these relationships.
5

(a) Age

(b) Smoking

(c) Liver disease

(d) Diabetes

(e) Cough

(f) Headache

Figure 3: Marginal distributions, conditional on severity, for six of 26 patient
characteristics.
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3.4

Generation methods

With all the data available to us now processed, we will discuss three methods for
creating patient profiles. The diﬀerent methods reflect the discussion around whether
training a machine learning model on unrealistic patients will bias or decrease the
accuracy of the model when being used to classify real patients. In its CovidX paper,
Vironix aims to create only realistic patients. This is achieved by incorporating
clinical relationships between characteristics, after sampling patients’ characteristics
from the marginal distributions described above.
The first method is the most naive approach; we create patient profiles simply
by sampling from each of the marginal distributions independently. The second
incorporates clinical characteristic relationships by sampling from each marginal distribution and then rolling a dice to accept or reject a patient profile based on the
characteristic relationships. The third uses copulas to try to retain the original
marginal distributions while also incorporating the characteristic relationships.
3.4.1

Independence method

The simplest method to create patient profiles from the marginal distributions, conditional on severity, explained above (and displayed in Figure 3) is to treat each characteristic as independent. We can independently sample from each of the marginal
distributions, ignoring any clinical relationships or inconsistencies.
To create one profile, we assign a severity label, determined by P(severe) = 0.225
and P(non-severe) = 0.775. With this severity label, we independently sample from
each marginal distribution, conditional on the severity label, for each characteristic.
See Appendix B for these.
The resulting data displays said marginals. However, as one might expect, some
very unrealistic patient profiles are created. For example, we know that 30% of
children age 0-14 do not smoke, however with the independence assumption, this
is the case. In Figure 4, we can see the distributions realised in a set of 50,000
profiles created with this independence method for profiles with a severe label. We
can compare the marginal distributions with Figure 3 and see that they are accurate
when compared to the distributions conditional on a severe label.
We can also see that, of 11,001 patient profiles aged 0-14, 3,509 are labelled as
current smokers and 987 have COPD. In fact, 299 both smoke and have COPD. This
is unrealistic as there are not any real patients aged 0-14 that either smoke or have
COPD. In the next section we will discuss a method that does not generate these
unrealistic patient profiles.
3.4.2

Rejection method

This method follows the work from Vironix in [1]. We term this the rejection method.
The process to create one patient profile is as follows:
1. Assign a severity label to the profile (severe or non-severe).

7

Figure 4: Diagonal: Realised marginal distribution of the five characteristics: age
group, smoking, COPD, diabetes, and morbid obesity status for severe profiles created
using the independence method. Oﬀ-diagonal: Scatter plots of the relationship
between these five characteristics where the size of each marker is proportional to the
number of profiles it represents.
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2. Sample independently from the marginal distributions, conditional on this severity label, for age, sex, all symptoms and all comorbidities. (This results in a
complete patient profile with 26 characteristics.)
3. Sample independently from the further marginal distributions for smoking,
COPD, diabetes and morbid obesity conditional on the profile’s age group.
(This results in a partial patient profile with these four characteristics.)
4.

• Accept if each of the further smoking, COPD, diabetes and morbid obesity
labels match the independently sampled patient profile labels.
• Reject otherwise.

This rejection method results in the marginal distributions being skewed in our
final set of patient profiles. As we can see in Figure 5, there are many fewer patients
with COPD or diabetes than in Figure 4, and also fewer patients that smoke. The
realised marginal distributions for these features are quite dissimilar than the distributions in Figure 3 from which the data is sampled. Nonetheless, none of the patient
profiles created using this method contradict the known clinical relationships.
Any machine learning model trained on this data will be trained on realistic patient
profiles and might therefore be better at classification of real patients when deployed.
This is a key question we would like to answer. Is it imperative that all patients
created are realistic in order to train the ‘best’ machine learning model? Or do we
want to preserve the marginal distributions for influenza patients in the available
studies [3, 4, 5]?
Before we answer these questions, we will discuss one further method for creating patient profiles. This will focus on preserving the marginal distributions while
incorporating the characteristic relationships.
3.4.3

Copula method

The copula method introduced in [12] uses copulas, which are a multivariate distribution functions that describe the relationship between random variables. Primarily
they couple uniform marginal distributions on the interval (0, 1) with a prescribed
correlation.
Bivariate copulas are widely used in weather analysis when two events are correlated, such as floods caused by rainstorms and typhoon surges [13] and also in
hydrology [14]. These make use of Archimedan copulas which can only be applied
to the bivariate case. We have five marginal distributions we wish to couple, so we
turn to Gaussian and t copulas. Gaussian copulas are widely believed to have been
a cause of the 2008 financial crash [15]. Mackensie and Spears highlight that it was
misuse and misunderstanding of the copula method, introduced by Li [16] in 2000,
that is to blame.
Further analysis could be done to investigate the particular relationship between
the marginal distributions to inform this decision, however for this project, we will
use the t-distribution with five degrees of freedom. The copula method is as follows:
9

Figure 5: Diagonal: Realised marginal distribution of the five characteristics: age
group, smoking, COPD, diabetes, and morbid obesity status for severe profiles created
using the rejection method. Oﬀ-diagonal: Scatter plots of the relationship between
these five characteristics where the size of each marker is proportional to the number
of profiles it represents.
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1. Generate n samples from a multivariate t-distribution with the desired correlation matrix ⌃.
2. Apply the probability integral transform, in this case the t-distribution cumulative density function, to transform the sample to obtain uniform marginals on
the interval (0, 1).
3. The now correlated, uniformly distributed data is then transformed with the
desired inverse marginal cumulative density functions to achieve the desired
marginal distributions.
We hope that this method will create more realistic patient profiles than in the
case of treating all characteristics as independent, while also retaining the marginal
distributions calculated from the influenza data. If we had information in the form of
the correlation (Pearson, Spearman rank or Kendall tau) the copula method would
be suitable for our application. Fortunately, we can calculate such correlations from
the profiles created using the rejection method. We assume that the rejection method
encapsulates the external data regarding the clinical relationships between age and
COPD, diabetes, morbid obesity and smoking status. It would be better if we had
real data on which to calculate these correlations, because the rejection method data
is not perfect. However, it is useful for Vironix to illustrate the capabilities of the
copula method and enable quick implementation if said correlations become available.
We apply this method to all the characteristics for which we have additional
information. These are age with smoking status, COPD, diabetes, and morbid obesity
status. We use a multivariate t-distribution with 5 degrees of freedom and correlation
matrix ⌃ where
0
1
1
0.1212
0.0447
0.0557 0.0317
B0.1212
1
0.0039
0.0019 0.0003C
B
C
B
1
0.0034 0.0025C
⌃ = B0.0447 0.0039
(4)
C,
@0.0557
0.0019
0.0034
1
0.0033A
0.0317 0.0003
0.0025
0.0033
1

for age, smoking, COPD, diabetes, and morbid obesity. Unfortunately, the correlation
is very low for most pairs of characteristics other than age and smoking. This is due
to the non-linear relationship between age and many of the characteristics, shown in
Appendix A.1. Prevalence of smoking increase from age 15 to age 45 then decreases.
The Pearson correlation coeﬃcient does not capture non-linear relationships between
variables. Once a sample is generated using the copula method, gender, all symptoms and the remaining comorbidities are sampled from their marginal distributions
independently.
In Figure 6, we can see that the marginal distributions reflect those in Figure
3. However, we still generated patient profiles aged 0-14 who smoke, and also with
comorbidities that do not appear in patients that young. Additionally, there are more
profiles aged 15-24 with COPD than you would expect. Only 2% of patients in this age
category tend to have COPD, according to the external data, but 6.7% generated with
the copula method have COPD. Whereas, in the profiles created using the rejection
11

method, only 0.25% have COPD. This is clearly much smaller than 2%. This may be
considered to be good because at least there aren’t any unrealistic patients aged 15 to
24 with COPD. However, the rejection method greatly under-represents the number
of patients with COPD according to the marginal distributions from the influenza
papers.
Possible extensions to the copula method could be to calculate correlations separately for each severity tag and therefore generate more tailored copulas for the
two severity classes. One could also separate the rejection method profiles by gender
to calculate the correlations. This would capture the slight gender diﬀerences that
appear in the relationships from Appendix A.1.

Figure 6: Diagonal: Realised marginal distribution of the five characteristics: age
group, smoking, COPD, diabetes, and morbid obesity status for severe profiles created
using the copula method. Oﬀ-diagonal: Scatter plots of the relationship between
these five characteristics where the size of each marker is proportional to the number
of profiles it represents.
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3.5

Discussion

The three data sets generated using these methods have diﬀerent qualities. The
independence and copula methods maintain the marginal distributions detailed in the
influenza studies, while the rejection method only contains patient profiles that are
realistic given the external data available to us. Patient profiles in the independence
and copula methods represent profiles that contradict the external data, specifically
for patients aged 0-14. However, the rejection method under-represents patients with
COPD, diabetes, morbid obesity and a smoking history by reducing the number of
profiles with these conditions, compared to the other two methods, and the clinical
data.
Despite this, if a model trained on data that is likely to contain unrealistic cases
still performs well on real data, then it may indicate that the eﬀect of such cases does
not significantly hamper the model’s ability to predict real cases. If these ‘unrealistic’
patient profiles do greatly skew the model during training and reduce the performance
on real data, it is important to choose the method with the most realistic profiles.
One drawback with considering only this influenza data is that we do not have any
real patient cases with which to more adequately test model performance. To this
end, in Section 5, we will test the three methods on real data and hopefully answer
our questions from Section 3.4.2.

4

Model development and testing

With the three patient data sets detailed above, the objective now is to classify the
severity of influenza in a patient. We will describe the full model pipeline, discuss the
classification metrics we will use and explore our results.

4.1

Machine learning pipeline

For each of the three generation methods described in Section 3.4, we build and test
a model according to the following pipeline:
1. Generate 50,000 patient profiles,
2. Encode age groups, yes/no labels of comorbidities and symptoms, and for
male/female,
3. Split 90/10 train/test,
4. Use grid search to optimise any hyperparameters and train logistic regression
(LR) and gradient boosted decision tree (GBDT) classifiers with 5-folds cross
validation,
5. Evaluate performance metrics on the test set.

13

4.2

Classification metrics

We report the area under the receiver operating characteristic curve (AUC) as our
key metric due to the imbalance between the two severity classes. We use Youden’s
index to find the desired threshold when reporting the accuracy, sensitivity, specificity,
positive predictive value (PPV) and negative predictive value (NPV) of the models,
calculated as follows:
Accuracy =
Sensitivity =
Specificity =
PPV =
NPV =

TP + TN
,
TP + TN + FP + FN
TP
,
TP + FN
TN
,
TN + FP
TP
,
TP + FP
FP
,
TN + FP

where
TP
TN
FP
FN

4.3

=
=
=
=

number
number
number
number

of
of
of
of

true positives,
true negatives,
false positives,
false negatives.

Results

In Table 1, we can see the results of training a logistic regression (LR) and gradient
boosting decision tree (GBDT) classifier on the three data sets. These results are from
each model being tested on their own test data. The imbalanced classes cause the
total number of true positives and false negatives to be low and therefore the positive
predictive value (PPV) of any model is inherently low. The six models achieve similar
results with the gradient boosted decision tree classifiers always just out performing
the logistic regression model trained on the same data, in terms of AUC.
In Figure 7, we see that the classifiers all achieve very similar results when tested
on data generated with a diﬀerent method. The range here is just 0.705 to 0.719. It
is interesting to see that the models achieve similar results when trained on diﬀerent
data sets as this suggests that the models are still able to pick out the key relationships
required for influenza prediction. As we will explore later this is partially due to the
fact that the additional rules imposed in the rejection and copula methods typically
impact features that are not of most importance for predictive performance. We can
also test the models on the data generated using a diﬀerent method. In Section 5,
we will be able to investigate these conclusions by testing the models on real patient
data.
14

Data

Model

AUC

Accuracy

Sensitivity

Specificity

PPV

NPV

Independence

LR
GBDT

0.706
0.712

0.637
0.688

0.681
0.602

0.625
0.711

0.332
0.363

0.877
0.867

Rejection

LR
GBDT

0.703
0.709

0.679
0.711

0.604
0.561

0.700
0.752

0.355
0.382

0.866
0.862

Copula

LR
GBDT

0.714
0.719

0.678
0.705

0.631
0.597

0.691
0.734

0.359
0.381

0.873
0.869

Table 1: Test AUC, accuracy, sensitivity, specificity, PPV, and NPV for the logistic
regression and gradient boosting decision tree classifiers trained on the three training
data sets.

4.4

Testing increasing the sample size

Using the test set for each set of patients, we can see how the test AUC behaves as
the number of training samples increases. In Figure 8, we can see that although there
is a diﬀerence between the methods with 100 and 500 training samples, the methods
seem to all reach a plateau above 10,000 samples. This gives us some initial insight
into the amount of data that might be needed to make predictions on severity, if real
data becomes available. To achieve the best results with real data, more than 5,000,
and ideally more than 10,000 samples would be desired.

Figure 7: Heat map with the AUC
score for each GBDT classifier trained
on one set of data and tested on the
three diﬀerent test sets, generated with
the three diﬀerent methods.

4.5

Figure 8: AUC score changing as the
number of training samples increases for
each data generation method.

Feature importance

It is interesting to see what characteristics are important to the classifiers. In Figure 9,
we show that the classifier relies on age, and a mixture of symptoms and comorbidities
15

to classify severity of illness. In Figure 10, we see similar results to the classifier trained
with the rejection method with shortness of breath, headache, age, and hemoptysis
making up the four most important features.
COPD, diabetes, morbid obesity and smoking do not appear here. This perhaps
explains why the models did well on each other’s data in the previous section. How
these important features are assigned is the same for each method, they are always
treated as independent and sampled from the same marginal distributions so the
models are able to perform well on each other’s data.

Figure 9: Feature importance for the
gradient boosted decision tree classifier
trained on profiles from the rejection
method (Section 3.4.2).

5

Figure 10: Feature importance for the
gradient boosted decision tree classifier
trained on profiles from the copula
method (Section 3.4.3).

Method evaluation on real data

As we do not have real patient data for influenza, testing had to be carried out on a
generated test set. This of course does not prove that the model will perform well on
real-world patient data. To get a better idea of real-world performance, we consider a
real data set [17]. Hong et al. collected data retrospectively from March 2014 to July
2017 from one academic and two community emergency rooms. All adult emergency
room visits that resulted in formal admission or discharge were recorded. The data
contains patient data with a corresponding triage label, admit or discharge.
We can now generate corresponding statistical tables and build models from these
tables similarly to before, but now testing can be done on actual patient cases. The
pipeline, analogous to Section 4.1, for each method is now:
1. Generate a statistical table containing analogous data to Figure 1,
2. Generate data according to the given method,
3. Train logistic regression and gradient boosted decision tree classifiers with grid
search to optimise hyperparameters and 5-folds cross validation,
4. Evaluate performance metrics on 10% of real data (we use only 10% of the real
data as use the remaining data to train a model, this 10% is then an independent
test set for all four models).
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Hong et al. collect data for 972 variables. These are demographics, vital signs
on arrival, past readings from previous trips, comorbidities (labelled as past medical
history) and chief complaints. Chief complaints capture the patient’s symptoms, but
each patient only has one chief complaint. In order to provide a similar environment
to the influenza data, we filter the data for patients with at least one of the following
comorbidities and symptoms:
• Anaemia
• Asthma
• Bronchitis
• COPD
• Cystic
fibrosis
• Diabetes
• Epilepsy;
convulsions

• Fluid and
electrolyte
disorders
• Hypertension
• Liver diseases

• Viral
infection

• Loss of
consciousness

• Shortness of
breath

• Shoulder pain

• Hemoptysis

• Weakness

• Sore throat
• Chest pain

• Malignancy
• Pulmonary
heart disease

• Nasal
congestion

• Cough

• Headache

• Fever

• Nausea

Age and gender and these 26 characteristics result in 372,383 patients. For each
data generation method in Section 3.4, we follow the pipeline detailed above. We
report the classification metrics introduced in Section 4.2 and see the following results.

5.1

Results

Interestingly, in Table 2, we can see that the results are very similar. For the rejection
and independence methods, the GBDTs trained on these diﬀerent data appear to
result in exactly the same results, albeit with a slightly diﬀerent AUC. The GBDT
trained using the copula method data performs quite poorly in comparison. The
inherently simple and sparse data, just binary characteristics, could be the reason
for this. The results for the logistic regression classifier are also quite similar. This
implies that, for a data set with a relatively small number of features (28), the data
generation methods perform similarly to one another on real data.
Results from a model trained on the real data are also in Table 2. The logistic
regression classifier performs similarly to those trained on the three generated data
sets in all metrics. And although the gradient boosted decision tree has a higher
AUC for the real data, the remaining statistics are identical to the independence and
rejection methods - indicating that the threshold which optimises Youden’s index
results in the same classification, independent of the data the model was trained
upon.
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Data

Model

AUC

Accuracy

Sensitivity

Specificity

PPV

NPV

Independence

LR
GBDT

0.731
0.695

0.667
0.678

0.707
0.539

0.642
0.762

0.545
0.578

0.784
0.732

Rejection

LR
GBDT

0.731
0.694

0.666
0.678

0.704
0.539

0.644
0.762

0.545
0.578

0.783
0.732

Copula

LR
GBDT

0.731
0.664

0.667
0.632

0.693
0.711

0.652
0.584

0.546
0.508

0.778
0.769

Real data

LR
GBDT

0.741
0.744

0.671
0.678

0.711
0.717

0.648
0.654

0.550
0.556

0.787
0.793

Table 2: Test AUC, accuracy, sensitivity, specificity, PPV, and NPV for the logistic
regression and gradient boosting decision tree classifiers trained on the three generated
training data sets, and one trained on the real data, and each tested on the real data.

5.2

Feature importance

As we reported in Section 4.5, the comorbidities for which we have external data for
did not appear to be influential in any of the models. Thus, it the diﬀerences between
the data generation method might have been overshadowed by the importance of
characteristics that were treated identically by each method. However, with the
triage data, we can see in Figure 11 that COPD and diabetes are important features
for the models. We see that age is a key characteristic that determines whether a
patient is admitted or discharged from hospital for all four data sets.
Interestingly, neither of these features are in the eight most important for the
rejection method. This might be a consequence of there being many fewer patients
with these comorbidities in the rejection method data than in the other three data sets.
The results in Figure 11 further establish the conclusion that models trained on the
diﬀerent the data sets perform similarly when classifying real data. The comorbidities
for which we have external data are relevant to the model’s classification. Despite
this, all four models perform similarly when tested on real data.

5.3

Extensions

Now that we have access to data for 500,000 patients, more relationships between
comorbidities can be determined and incorporated into the rejection and copula
methods. This will enable further clinical knowledge to be used. For example, the
correlation between COPD and diabetes can be found and used, in addition to the
information we have which separately relates COPD and diabetes with age.
Within the 500,000 patients, there are vital signs readings such as heart rate, O2
saturation, and temperature. Using this data, the data generation methods could be
extended to account for numeric characteristics and further work could be done to
investigate whether vital signs that patients can record at home will be informative
to a machine learning model.
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(a) Independence method

(b) Rejection method

(c) Copula method

(d) Real data

Figure 11: Feature importance for the gradient boosted decision tree classifier trained
on profiles from the diﬀerent data generation methods

6

Conclusions

We developed three methods to generate patient profiles from summary statistics
presented in influenza studies. The most simple of these treats all symptoms and
comorbidities as independent. The second aims to remove potentially unrealistic
profiles by rejecting profiles based on external data, thereby skewing the marginal
distributions for those characteristics with external data. The third aims to retain
the marginal distributions while also incorporating the external data. Each method
has advantages and disadvantages, which we were able to test using real data.
This test is important for Vironix to asses its data generation methods. The
three methods for data generation performed similarly when tested on real data and,
interestingly, the models also performed similarly to a model trained on the real data.
This suggests that the data generated can be used to train models for classifying real
data, even if not all patients generated are perceived to be realistic.
This work will provide Vironix with the first steps towards creating an at-home
application for influenza patients to help inform their decisions. Although we have
shown the eﬃcacy of machine learning to make the classification between a severe and
non-severe presentation of influenza, many avenues have been opened up for further
development of these ideas, including extensions to the copula method, and incorporating further clinical relationships calculated from the large data set of patients.
Additionally, finding influenza data which records patient’s vital signs might improve
the accuracy of any machine learning model.
19

A

Data

The available influenza data is presented in this section, in Tables A.1, A.2, and A.3.
As mentioned above, not all papers report on the same symptoms and comorbidities
and so we will discuss here how we deal with these discrepancies.
Where authors use the same words, such as cough or diabetes mellitus, these are
combined. Combinations where wording is slightly diﬀerent between the papers can
be found in Table A.4. We will not include ‘chronic metabolic disease’ from Table
A.3 because this comorbidity clashes with diabetes mellitus in the other two papers.
Chaves et al. do not detail whether patients with diabetes mellitus are included, or
what specific metabolic diseases are included. We also remove ‘developmental delay’
and ‘pregnancy’ for simplicity, as these are only present in children and women of
childbearing age respectively. As explained in Section 3.1, we will use the age data
from Chudasama et al. (Table A.1) as these use the finest age groups for adults and
also match with the external data available for COPD and diabetes mellitus.

A.1

Characteristic relationships

In this section we present the external data regarding clinical characteristic relationships. This includes data for smoking, COPD, diabetes, and morbid obesity for
diﬀerent age groups in Tables A.5, A.6, A.7, and A.8.

B

Probabilities used

The marginal distribution for severity, when combining the three data sources results
in P(Non-severe)=0.775 and P(Severe)=0.225. In Table B.1, we display the marginal
distributions used throughout the paper to generate patient profiles.
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Characteristic

Non-severe influenza A
(H1N1) N (%)

Severe influenza A
(H1N1) N (%)

371

140

Total
Age group of patient (years)
<15
15-24
25-44
45-64
65
Sex
Female
Male
Clinical features
Cough
Fever ( 37.5 C)
Sore throat
Shortness/diﬃculty in breathing
Nasal catarrh
Headache
Vomiting
Coexisting conditions
Any one condition
Hypertension
Diabetes mellitus
Chronic pulmonary diseases
Pregnancy
Seizure disorder
Chronic heart diseases
Thalassaemia
Chronic renal failure

80 (21.6)
68 (18.3)
127 (34.2)
86 (23.2)
10 (2.7)

34
14
54
36
2

(24.3)
(10.0)
(38.6)
(25.7)
(1.4)

168 (45.3)
203 (54.7)

85 (60.7)
55 (39.3)

364 (98.1)
353 (95.4)
232 (62.5)
263 (70.9)
136 (36.7)
66 (17.8)
30 (8.1)

137 (97.9)
132 (94.3)
74 (52.9)
99 (70.7)
48 (34.3)
42 (30.0)
17 (12.1)

113 (30.5)
44 (11.9)
38 (10.2)
19 (5.1)
8 (2.2)
11 (3.0)
5 (1.3)
2 (0.5)
2 (0.5)

47 (33.6)
9 (6.4)
10 (7.1)
3 (2.1)
14 (10.0)
3 (2.1)
4 (2.9)
3 (2.1)
1 (0.7)

Table A.1: Clinical characteristic summary statistics from 511 patients, 140 severe
and 371 non-severe with influenza A (H1N1) from Chudasama et al. [3].
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Characteristic
Total
Demographics
Age 65y
Male gender
Smoking history
Comorbidities
Any comorbidity
Hypertension
Chronic pulmonary disease
Diabetes mellitus
Malignancy
Coronary heart disease
Chronic liver disease
Chronic renal disease
Immunosuppression
Clinical manifestations
Fever
Cough
Sputum
Chest distress
Gastrointestinal
Hemoptysis

Mild-to-moderate
pneumonia N (%)

Severe pneumonia
N (%)

202

202

84 (41.6)
118 (58.4)
63 (31.2)

107 (53.0)
141 (69.8)
70 (34.7)

120 (59.4)
67 (33.2)
24 (11.9)
22 (10.9)
10 (5.0)
11 (5.4)
6 (3.0)
6 (3.0)
1 (0.5)

139 (68.8)
87 (43.1)
50 (24.8)
42 (20.8)
8 (4.0)
12 (5.9)
13 (6.4)
12 (5.9)
14 (6.9)

178 (88.1)
184 (91.1)
160 (79.2)
55 (27.2)
24 (11.9)
5 (2.5)

190 (94.1)
190 (94.1)
178 (88.1)
150 (74.3)
26 (12.9)
14 (6.9)

Table A.2: Clinical characteristic summary statistics from 404 patients, 202 severe
and 202 non-severe with influenza A-associated pneumonia from Zou et al. [4].
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Characteristic

Non-severe
influenza N (%)

Severe influenza
N (%)

2944

677

Total
Age, y
<2
2-4
5-17
18-49
50-64
65
Sex
Male
Female
At least one underlying
medical condition
Selected conditions
Asthma
Chronic lung disease
Chronic vascular disease
Chronic metabolic disease
Neuromuscular disorders
Immunosuppressive status
Developmental delay
Renal disease
Morbid obesity

327 (11.1)
120 (4.1)
242 (8.2)
684 (23.2)
551 (18.7)
1020 (34.6)

62
26
53
145
167
224

(9.2)
(3.8)
(7.8)
(21.4)
(24.7)
(33.1)

1402 (47.6)
1542 (52.4)

336 (49.6)
341 (50.4)

2199 (74.7)

538 (79.5)

590 (20.0)
539 (18.3)
864 (29.3)
815 (27.7)
180 (6.1)
329 (11.2)
39 (1.3)
356 (12.1)
219 (7.4)

141 (20.8)
184 (27.2)
226 (33.4)
218 (32.2)
69 (10.2)
91 (13.4)
10 (1.5)
92 (13.6)
68 (10.0)

Table A.3: Clinical characteristic summary statistics from 3,621 patients, 677 severe
and 2,944 non-severe with influenza A (H1N1), (H3N2), and influenza B from Chaves
et al. [5]. The data is presented separately for children (age < 18) and adults but we
have combined them here.
Characteristic
Symptoms
Sputum
Shortness of breath
Comorbidities
Chronic vascular
disease

Table A.1

Table A.2

Nasal catarrh
Shortness/diﬃculty
in breathing

Sputum

Chronic heart disease

Immunosuppression
Chronic renal failure

Chest distress
Coronary heart disease
Immunosuppression

Chronic renal failure

Table A.3

Chronic renal failure

Chronic vascular
disease
Immunosuppresive
status
Renal disease

Table A.4: Wording combinations used to combine data sources.
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Age group (years)

P(Smoking|Age)

<15
15-24
25-44
45-64
65

0
0.078
0.165
0.163
0.084

Table A.5: Prevalence of smoking by age group, who reported smoking cigarettes
every day or some days, National Health Interview Survey, United States, 2018 [9]

Age group (years)

P(COPD|Male, Age)

P(COPD| Female, Age)

<15
15-24
25-44
45-64
65

0
0.020
0.020
0.052
0.089

0
0.030
0.041
0.081
0.093

Table A.6: Prevalence of COPD by age group and sex, United States, annual average
2007-2009 [10].

Age group (years)

P(Diabetes|Male, Age)

P(Diabetes|Female, Age)

0
0.008
0.018
0.0725
0.146

0
0.009
0.012
0.048
0.105

<15
15-24
25-44
45-64
65

Table A.7: Prevalence of diabetes by age group, England 2006 [8]

Age group (years)
<15
15-24
25-44
45-64
65

P(Morbid obesity|
Male, Age)

P(Morbid obesity|
Female, Age)

0
0.003
0.024
0.038
0.016

0
0.048
0.045
0.062
0.020

Table A.8: Prevalence of morbid obesity by age group, England 2017 [7]
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Characteristic

P(Characteristic|
Non-severe)

P(Characteristic|
Severe)

0.216
0.183
0.342
0.232
0.027

0.243
0.1
0.386
0.257
0.014

0.506
0.494

0.497
0.503

0.688
0.312

0.653
0.347

0.950
0.920
0.625
0.516
0.554
0.178
0.081
0.119
0.025

0.962
0.942
0.529
0.723
0.581
0.3
0.121
0.129
0.069

0.213
0.105
0.081
0.030
0.241
0.005
0.010
0.050
0.030
0.101
0.200
0.183
0.061
0.074

0.226
0.132
0.121
0.021
0.275
0.021
0.115
0.040
0.064
0.128
0.208
0.272
0.102
0.100

Age group (years)
<15
15-24
25-44
45-64
65
Sex
Female
Male
Smoking history
Never smoked
Current smoker
Clinical features
Cough
Fever ( 37.5 C)
Sore throat
Shortness/diﬃculty in breathing
Sputum
Headache
Vomiting
Gastrointestinal
Hemoptysis
Coexisting conditions
Hypertension
Diabetes mellitus
Chronic pulmonary diseases
Seizure disorder
Chronic heart disease
Thalassaemia
Chronic renal disease
Malignancy
Chronic liver disease
Immunosuppression
Asthma
Chronic lung disease
Neuromuscular disorder
Morbid obesity

Table B.1: Marginal distributions, conditional upon severity, for each characteristic
when combining the three data sources.
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